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Abstract

How should annoyance responses from individuals receiving a
similar aircraft noise exposure be combined, in order to mea-
sure ‘community annoyance’? Schultz’s metric, the percentage
of people who express ‘High annoyance’, is widely used. Esti-
mates of average annoyance, which take into account all the sur-
veyed responses, can be constructed either from Category Rat-
ings (using differences) or from Magnitude Estimates (via ra-
tios). An illustrative measurement theory-based analysis of em-
pirical data gives an example where the Schultz metric and Mag-
nitude Estimates show a better agreement than Category Rat-
ings. If Magnitude Estimates were to be well-established, then
this would enable proper statistical comparisons between studies
using ANAS and ICBEN scales.

1. Introduction

Measurement Theory is at the heart of acoustics. Measurement
is a vital element in acoustics because it is the common ground
between different disciplines: engineering, physics, physiology,
psychology, etc. In addition to his work in acoustics, Stanley
Smith Stevens also wrote one of the fundamental papers on mea-
surement theory [1]. Measurements and the attribute being mea-
sured are different kinds of thing. To draw quantitative conclu-
sions about an attribute, there must be an understanding of the
nature of the correspondence between the attribute and its mea-
surements. This kind of understanding is crucial if the analytical
methods developed for the physical sciences are to be used in a
behavioural science (eg. see [2] for some history and key refer-
ences).

An instance where measurement theory is very important is
in the assessment of community annoyance from transport noise
sources. The most frequently used method for developing this is
to compare people’s responses to social survey questions with
their estimated noise exposure. Three important questions are:

i) What kind of scale best measures an individual’s annoyance?

ii) How should the annoyance responses from individuals re-
ceiving a similar noise exposure be combined, in order to
measure ‘community annoyance’?

iii) With what noise exposure measure should this community
annoyance be compared?

The second question turns out to be the most difficult to answer,
particularly because of the wide variations between people’s re-
sponses at the same noise exposure.

Schultz [3] offered answers to the three questions that have
gained a measure of (by no means uncritical) acceptance over
the last thirty years (eg. [4, 5]). Schultz concluded:
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i) Different scales could be used to measure an individual’s an-
noyance, as long as they enabled an estimate to be made that
an individual was ‘Highly Annoyed’ (HA)

ii) The most appropriate metric for community annoyance is the
percentage of HA respondents (%HA)

iii) Community annoyance should be compared with the noise
exposure measure Ldn. (Ldn is the Day-Night Average Sound
Level used in the USA and several other countries. It is simply
the 24-hour Leq, the noise energy measure, but with night
(2200 to 0700) flight noise levels artificially increased by 10
decibels.)

Schultz’s answers have been in widespread use for 30 years, so
they must have merits. But is it possible to identify a better set
of answers? For example, as his %HA metric ignores responses
below that level of annoyance, would some kind of average an-
noyance estimate be a better indicator, as recently suggested in
some UK work (for references see [6])? What specific empiri-
cal evidence needs to be analysed? The following explores these
questions, focusing on the metrics for community annoyance, us-
ing simple measurement theory and empirical results from stud-
ies on psychometrics and aircraft noise.

2. What were the reasons for Schultz’s answers?

Schultz was careful to set out a number of reasons for his answers
to the three questions. On the use of scales, he noted, in reviewing
earlier work:

“On one point there seemed to be agreement from the be-
ginning3; namely, that people’s subjective responses could
be measured along a scale of annoyance running from (ap-
proximately) ‘not at all annoyed’ to (approximately) ‘very
much annoyed’.”

His reference [3] here was in fact the original HMSO [7] UK
work – the ‘Wilson Report’. Schultz discusses the variety of scale
types used: direct categories – from four to seven (or more) steps,
with labels for all steps or at the ends; direct numerical scales
from (eg) 1 to 10 or 0 to 10; more complex indirect combina-
tions of scales covering interference with people’s activities – eg.
‘Guttman scales’ used in the Wilson Report.

Schultz’s view was that all the annoyance scales were measur-
ing roughly the same thing, ie individuals’ answers on different
scales are statistically highly correlated. This has been tested sev-
eral times: for example, the sixteen scales compared in [8] were
all highly correlated (using non-parametric measures); albeit that
scales focusing on aircraft noise alone showed differences from
those covering multiple noise disturbance (eg asking about the
‘most bothersome noise’).

Why choose %HA as the metric for community annoyance?
There are two issues here: the use of an ‘extreme’ metric; and
how to estimate the metric consistently. Schultz has several rea-
sons for adopting an ‘extreme’ metric. In some cases, he com-
pares with the median response, although some kind of average
response is similarly a candidate. Some examples (comments in
italics– with the benefit of hindsight) are:

“The author suggests that when people are highly annoyed
by the noise, the effects of nonacoustical variables are
reduced, and the correlation between the noise exposure
and the expressed subjective reaction is high. . . ” This ap-
proach means that the community annoyance contribution
from possibly many (eg) moderately annoyed people is not
covered by the measure: does this somehow distort the
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‘true picture’ (compare Olympic goal medals won and the
average person’s fitness)?
“. . . the official ‘outdoor noise stimulus’ may have little or
nothing to do with the noise actually heard indoors by the
subjects,” This is not a strong argument for airport noise,
given aircraft peak noise levels and people’s desire to be
outside/have windows open in the summer.
“. . . ‘percent highly annoyed’ carries a commonsense im-
port that is clear, even when it is not precisely defined, that
‘median response’ completely lacks.” People might find
average response just as easy to comprehend.
“Since the median response does not adequately describe
that part of the population whose expressed annoyance
actually changes with differences in noise exposure, it is
too sluggish and insensitive a statistic for regulatory pur-
poses.” What is the evidence for poor statistical perfor-
mance?

Schultz’s arguments are rational ones, but they do not generate a
convincing ‘tipping point’. Would a different metric be better –
and how would one know if it were better?

One of the practical problems faced by Schultz was how to
estimate the %HA:

“Thus, the basic rule adopted was to count as "highly an-
noyed" the people who responded on the upper 27%–29%
of the annoyance scale, if the scale steps were not named;
and, in the surveys using annoyance scales with all steps
named, so that the respondent could state directly his de-
gree of annoyance, those people were counted as “highly
annoyed" who said they were highly annoyed.”

Schultz was careful to spell out what he did, but there are issues
about the quality of these estimates.

Schultz’s third answer was that community annoyance should
be compared with the noise exposure measure Ldn. This was
probably in line with general thinking at that time. Most of the
aircraft noise indices used were Leq-based. Subsequently, most
countries using indices attributing a greater weight to the number
of aircraft heard (eg see [8]) changed to Leq-based indices. The
evidence for the 10dB night weighting is not so strong (eg. see
[9]).

3. Scales: Stevens’ ideas

The word ‘scale’ needs some explanation. A verbal scale cor-
responds to the shaded row of boxes in Figure 1. Respondents
like the use of this verbal labelling – it is easy to explain and fa-
miliar. In this example, a study’s questionnaire respondents are
asked how annoyed they are by aircraft (‘Aircraft Noise Annoy-
ance Scale’ – ANAS) and they have four choices as shown. In
measurement theory language, this is an ‘Empirical Relationship
System’. But words alone are not easy to manipulate statistically,
so the words have somehow to be mapped onto real numbers –
a corresponding ‘Numerical Relationship System’. This is where
Stevens’ ideas on measurement scales, now standard material in
psychology textbooks, come into play [1].

Stevens proposed that there are different levels of measure-
ment, involving different properties of the symbols or numbers
constituting the measurements. Each level of measurement has a
specific set of ‘permissible’ transformations. The levels of mea-
surement are, in progressively more demanding order: Ordinal,
Interval, Ratio and Absolute. Thus, for example, in an absolute
scale, the assigned numbers reflect exactly specific properties of
the attribute: a good example is a proportion (or probability).

(d)

(c)

(b)

(a)

HOWMUCHANNOYED BYAIRCRAFT? – ANAS
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Figure 1. Different kinds of scalings.

The box-shaded row in Figure 1 could correspond to an or-
dinal scale. Instead of the verbal descriptions, a set of numbers
could be used, such as (a). But ordinal numbers are labels rather
than ordinary numbers. Adding, multiplying etc them might turn
out to have a sensible quantitative meaning – but the labels do
not intrinsically guarantee such a property.

If – and the key word is ‘if’ – the ANAS ratings could rea-
sonably be mapped onto actual numbers, then something like the
Numerical Relationship Systems (a) to (d) could be treated as
wholly equivalent to ANAS, and be capable of being manipu-
lated by normal arithmetic – and hence be usable in statistical
testing/modelling. But writing down ordinal numbers does not
turn these numbers into either an interval or a ratio scale. Ex-
amples (a) and (b) could be interval scales; the first has equal
spacing, the second has unequal spacing: note that the two scales
are not equivalent, because there is not a linear transformation
that consistently turns the values of one into the other. Examples
(c) and (d) are possible ratio-like scales, the first with equal mul-
tiplicative steps, and the second with a set of different multiplica-
tive steps: again, the two scales are not equivalent – there is not
a simple way of multiplying the values in one scale consistently
to get the other one’s values.

Which, if any, of these numerical scales would correspond to
a true reflection of the intensity of people’s annoyance? Could
such a ‘right’ scale be shown to have interval/ratio properties? If
there are good answers to both these questions, then the ANAS-
equivalent numerical scale might be handled by normal arith-
metic.

4. Scales: Progress and psychometrics

There has been patchy progress in developing the ideas in
Stevens’ measurement paper. Twenty-five years ago, Luce and
Narens [10] discussed the reasons for the slow progress. More re-
cent discussions are by Hand [11] (statistical modelling), Michell
[12] (scientific justifications for psychometrics), and by Narens
and Luce [13] (verifiability and falsifiability of psychosocial
measurements). The following sections merely pick out some
useful results.

Returning to the numerical scales in Figure 1, what specific
kinds of question can be asked about which would be the ‘best
match’ to ANAS responses? One practical step on the way is
described in Rohrmann’s fascinating work [14, 15]. Words and
phrases such as ‘Very much’ can be thought of as ‘verbal quali-
fiers’. When they act on something like ‘annoyed’ they generate
‘verbal scale point labels’ – VSPL – which indicate the intensity
of the response. What do these VSPLs correspond to if they are
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Table I. Numerical equivalents of verbal qualifiers, ANAS 4-
point, ICBEN 5-point, means; CR – Category Rating (‘noise’),
ME – Magnitude Estimate (‘all’, GM): see Table 3.1 of Rohr-
mann [15].

Qualifier CR ME

Very much 8.7 84

Moderately 5.0 43

A little 2.3 16

Not at all 0.0 2

Qualifier CR ME

Extremely 9.7 96

Very 8.1 72

Moderately 5.0 43

Slightly 2.5 18

Not at all 0.0 2

compared with numerical scales? The task posed by Rohrmann
was the assignment of qualifying words to a point on a contin-
uum, or to a value. Rohrmann distinguished two ways of making
these comparisons: Category(-based) Rating and Magnitude Es-
timation. A sketch of Rohrmann’s psychometric methodology is:

Experimental subjects – ‘Qualifiers’ – are used to grade
the degree that a particular attribute is given. Three fun-
damental judgment dimensions were used by Rohrmann,
but the focus here is on Intensity, eg. ‘Moderately’. The
scaling tasks were:

Category Rating: Each VSPL, presented on a card,
had to be placed on an 11-point ‘equal appearing
interval scale’ in which ‘0’ was presented as low-
est and ‘10’ as the highest level of the respective
attribute.
Magnitude Estimation: The ’strength’ of each VSPL
had to be expressed in two kinds of magnitude, num-
bers and lines (drawn by the Qualifier on a sheet
of paper). An item at the lower end of the range
(eg ‘Not at all’ was used as a baseline); then num-
bers or lines, respectively, had to be allocated, to in-
dicate the Qualifier’s perceived ratio between each
VSPL and that of the reference stimulus. The Mag-
nitude estimation (ME) was normalized to a 100-
point scale. (The magnitude task is obviously simi-
lar to the human ear’s rating of decibels.)

Rohrmann’s work covered both comparison methods; whereas
many other studies tend to focus on Category Rating (eg see [16]
and its bibliography). A selection from the results of Rohrmann’s
experiments is shown in Table I, for ANAS and for the ‘ICBEN’
recommended 5-point scale [16]. Note that the Category Rating
(CR) and Magnitude Estimate (ME) columns are averaged num-
bers, ie it has been assumed that the data from the experiments
can be manipulated as real numbers.

The point-estimate equivalences in Table I will produce ap-
proximate numerical results when used to summarise/combine
sampled annoyance responses measured at particular sites. This
is because perfect information on the statistical distributions of
respondents’ underlying numerical scores is not available, their
scores in effect being allocated to the nearest verbal qualifier. The
ICBEN scale has better coverage at the highest CR/ME values,
but there may also be relatively few responses for these values
because of ‘population sorting’, ie people with high sensitivity
never move to – or preferentially tend to move away from – the
highest noise exposure locations.

The immediate question about Table I is which is ‘correct’
– the Category Rating or the Magnitude Estimate. Both are the
product of reasonable experiments. Torgerson [17] posed the

question: “Are there are two distinct subjective operations when
subjects are asked to respond in these two ways, or only a sin-
gle one?” The latter is supported by psychological experiments
generally showing that the two scales are roughly logarithmically
related – and the logarithmic function converts ratios into differ-
ences. If there were two distinct operations, then sometimes ex-
perimenters would find different orderings of pairs of stimuli de-
pending on which operation is used (6/4 < 2/1 but 6−4 > 2−1).
The current view is that there is in essence a single operation
available to experimental subjects, eg see [18] and its references,
particularly to Birnbaum and colleagues’ work.

If the two measurement methods are somehow equivalent in a
person’s mental decision processes, then which is a better guide
to the strength of that individual’s attitude? There does not ap-
pear to be a conclusive answer in the literature. Rohrmann as-
serts that “magnitude scaling is principally superior in terms of
measurement theory and data quality” [14, 15]. An example of
an acoustical study favouring magnitude estimation techniques is
[19]. Recent work of transport noise annoyance by De Coensel et
al. [20] notes benefits from Magnitude Estimates over Category
Ratings in terms of scaling bias and reliability. In contrast, note
that a great deal of the literature on scales tends to concentrate
on Category Rating techniques (eg. [16]).

Table I also has some clear messages about comparing results
from studies using different scales. The ANAS 4- point and the
ICBEN 5-point scales look quite similar. To estimate %HA in the
two cases, the usual practice would be to use the ‘Very much an-
noyed’ percentage from the former, and to add together the ‘Very
annoyed’ and the ‘Extremely annoyed’ from the latter. But the
two %HA results would not be exactly comparable. The ICBEN
scale results would correspond to a lower threshold for %HA:
the Category Rating and Magnitude Estimate numbers are both
lower for the ICBEN scale, by about 7% and 15% respectively
(8.1 versus 8.7, and 72 versus 84). This means that a study treat-
ing ICBEN data in such a way would indicate a markedly higher
level of annoyance – in %HA terms – than an ANAS- based study
of the same (very large number of) respondents in exactly the
same noise exposure environment. This could distort the picture
of changes in annoyance over time.

5. Combining responses to give community annoy-
ance

Can recent studies on annoyance scales provide help in sum-
marising and/or combining the annoyance results from people
in a ‘similar noise exposure’ community? The Schultz %HA is
a summary metric based on just one element of the distribution
of responses. As he noted, the median might be used, although
he argued that it would be a worse choice, and there would be
some issues about interpolation, particularly for 4-point or 5-
point scales.

What kind of aggregation of community response would offer
the most precise – most reasonable? – picture of the commu-
nity’s disturbance? The obvious answer is an average of some
sort. However, it has to be an average of the variabilities between
people and across different days. An individual’s annoyance re-
sponse curves versus Ldn are not in practice perfectly knowable.
On day 1, A’s response curve might be what it usually is, but on
day 2 the response curve could be markedly different, perhaps
because of atypical kinds of activity that A has engaged in, eg
reading, relaxing in the garden. But person B’s average response
curve could be markedly different from A’s average, for probably
unknowable hereditary and developmental factors in B’s life – B
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Table II. ANIS ANAS data and ‘Averages’ CR – Arithmetic
Mean, ME – Geometric Mean; NAA – Not at all, AL – A little,
M – Moderately, VM – Very much. All data entries rounded to
one decimal place, CR values scaled by a factor of 10 to simplify
comparisons. ‘weighted’ means ‘Rohrmann weighted’.

Annoyed by Aircraft Noise CR ME
Site NAA AL M VM Weighted

1 34.9 34.9 19.6 10.6 27.0 11.2
2 33.3 24.0 26.0 16.7 33.0 13.7
3 43.9 27.7 17.7 10.6 24.4 9.1
4 40.4 36.5 16.7 6.4 22.3 9.1
5 37.3 32.0 24.0 6.7 25.2 10.4
6 2.3 12.7 32.7 52.3 64.8 50.2
7 5.8 12.2 30.3 51.7 62.9 45.1
8 13.4 13.4 32.9 40.2 54.5 32.6
9 4.2 18.2 33.9 43.7 59.2 42.3
10 14.5 17.0 39.6 28.9 48.9 28.3
11 15.8 21.0 31.6 31.6 48.1 26.6
12 15.5 25.4 33.8 25.4 44.8 24.7
13 55.0 26.8 14.5 3.8 16.7 6.3
14 57.7 24.7 13.5 4.1 16.0 5.9
15 37.0 29.8 23.3 9.9 27.1 11.0
16 44.4 28.2 21.3 6.1 22.4 8.7
17 53.3 18.7 24.7 3.3 19.5 7.1
18 17.8 29.2 35.2 17.8 39.8 21.0
19 38.2 20.8 23.9 17.1 31.6 12.2
20 43.4 37.2 13.3 6.1 20.5 8.2
21 7.5 28.0 39.5 25.0 47.9 30.6
22 13.9 28.3 28.7 29.1 46.2 25.8
23 5.2 26.3 30.9 37.7 54.3 36.5
24 11.7 28.5 30.0 29.9 47.6 27.8
25 19.4 16.7 33.3 30.6 47.1 24.7
26 12.5 18.2 40.2 29.2 49.7 29.9

might simply engage in activities that are less affected by aircraft
noise.

People’s annoyance responses are expressions of an attitude
using different and varying subjective valuations. The respon-
dents’ subjective intensities of annoyance underlying the ratings
lie on a variety of personal subjective scales: there is no con-
sensus between individuals about these subjective scales – so
there are problems about ‘interpersonal comparability’ [21]. This
has major implications if the respondents are being asked to use
ratio-like scales, ie for Magnitude Estimation (whereas the arith-
metic mean of the ratings can be used for category scales). Aczél
and Roberts showed that the only valid way of merging responses
for judgements using ratio-like scales must be a geometric mean
[22]. The geometric mean for M peoples’ ratings r1, r2, . . . , rM
is given by

GM (r1, r2, . . . , rM ) = r1 · r2 · · · · · rM 1/M
.

6. Illustration using empirical annoyance data

To use the ideas from the previous sections, it is necessary to
use some empirical data on aircraft noise annoyance. Table II’s
source data are from Brooker et al. [8, Table C2]. These are now
middle-aged data, but the study methodology has withstood chal-
lenges, eg. at the Heathrow Terminal 5 Public Inquiry, and all the
relevant raw data are published. It uses the ANAS 4-point scale.
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Figure 2. Category Rating (CR) and Magnitude Estimate (ME)
versus %HA.

The numbers in the two right hand columns are the averages
of the Category Rating (Arithmetic Mean) and Magnitude Esti-
mate (Geometric Mean). These use the Rohrmann weightings in
Table I. Thus, for example, the first row’s Geometric mean GM
is calculated by

GM100 = 234.9 · 1634.9 · 4319.6 · 8410.6.

Figure 2 shows the values of the Category Ratings (CR) and
Magnitude Estimates (ME) plotted against Schultz’s %HA. Both
are well correlated with %HA (noting that sampling variations,
mainly from multinomial sampling, affect the datapoint values
– particularly when small percentages are involved). The CR
points have an underlying curvilinear dependence – the CR trend
line shown is a quadratic fit. A step-wise multiple regression for
the CR fit shows that the quadratic term is statistically significant
at better than the (two-sided) 5% level. In contrast, the line shown
through the ME points is simply a unit slope line through the ori-
gin. A quadratic fit to the ME points shows that the quadratic
term is not significant at the 5% level, ie a linear fit is sufficient.
Thus, the Magnitude Estimate is very near to a linear equal-scale
dependence. The agreement of the %HA and the ME line, re-
membering that the %HA scale is absolute – as it is a proportion
– thus suggests that the ME data can be assumed to be on an
approximate ratio scale.

What are the practical benefits of this kind of knowledge, if
confirmed by similar analyses on a variety of good datasets? One
obvious gain would be the ability to make undistorted, albeit
approximate, comparisons between results from studies using
ANAS and ICBEN scales. Earlier here it was noted that the two
scales could produce markedly different %HA values for iden-
tical study methodologies and survey populations. Rohrmann’s
results would therefore enable different variants of verbally qual-
ified data – see Tables I and II – to be transformed into compara-
ble ME values with good scaling properties.

7. Conclusions

What kinds of scale should be used to measure an individual’s
annoyance from aircraft noise, and how should annoyance re-
sponses from individuals receiving a similar noise exposure be
combined to measure ‘community annoyance’? This exploratory
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analysis uses some simple results from Measurement Theory,
Rohrmann’s psychometrics, and Aczél and Roberts’ work on
merging data from scale responses.

Schultz’s community annoyance metric, the percentage of
people who express ‘High annoyance’, is widely used. Numer-
ical scales can be constructed from scales that use verbal quanti-
fiers. This process reveals some problems about the interpretation
of ‘High annoyance’, with marked differences being detectable
in apparently similar 4- (ANAS) and 5-point (ICBEN) verbal
scales.

Estimates of average annoyance – hence taking into account
all the surveyed responses – can be constructed either from Cat-
egory Ratings (using differences) or from Magnitude Estimates
(via ratios), using Rohrmann’s work. Using for illustration a rea-
sonable quality dataset, Magnitude Estimates empirically have a
linear variation with Schultz’s metric. Given that Schultz’s metric
is on an absolute scale, this offers an example where the Magni-
tude Estimates are on an approximate ratio scale, but where the
Category Rating dataset is not. If this use of Magnitude Estimates
were to be generally applicable, then it would permit statistical
comparisons to be made between studies using (eg) ANAS and
ICBEN scales.

This technical note has focused on methodological considera-
tions. It is hoped that researchers will carry out analyses of their
individual datasets, exploring the relationships between Schultz
metric, Magnitude Estimates and Category Ratings, and seek to
establish the extent to which the illustrative results here are gen-
erally applicable.
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